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4 Artificial Intelligence

DENDRAL and MYCIN were the first of many expert systems. These systems represented the first
truly large-scale commercialization of Al technology. Large corporations started to develop expert
systems to mimic the reasoning performed by human domain experts. The boom years for the tradi-
tional expert system were the 1980s. The boom was short-lived however. Too many people jumped
on the bandwagon and started to suggest expert systems for applications for which they were not
suited. Expert systems were good at tackling specific types of problem, but they represented only
part of the Al technology under development. Many overestimated what expert systems were capa-
ble of, probably because expert systems were offshoots of the field whose aim is to equip machines
with human-like intelligence.

Expert systems are in commercial use today, but it is now rare for an application to be called an
expert system. To many in industry, the title ‘expert system’ still conjures up a perception of what
the technology offered in the 1980s and yet there have been some significant advances since. For
example, the mycIN rule presented earlier had its conclusion couched in uncertainty — there is strong
evidence to suggest... The car rules, although written here as black and white conclusions, are
lacking in diagnostic reasoning. Again, the knowledge base has to have knowledge of how likely a
conclusion is when the conditions in the IF part hold. There were techniques for handling uncertain
knowledge in early expert systems, but the approaches were somewhat ad hoc. Today, good
probabilistic-based techniques exist. The tools of today also offer many advances over early systems
because software engineering techniques have made significant advances in the last 10-15 years.
The term ‘knowledge-based system’ is more likely to be used today rather than ‘expert system’.

1.2 What is an Al application?

Those early expert systems represent the essence of an Al application. An Al application is designed
to mimic some aspect of human intelligence, whether that be reasoning, learning, perceiving, com-
municating, or planning. All of these facets of human intelligence rely on knowledge. They must
also be flexible so that they can respond to events that were not foreseen by the developers of the
system. An Al program is not like a database program that queries for information from a table, it is
not like a spreadsheet program that computes total sales by category of item, and it is not like a pro-
gram for constructing and sending emails. All of these programs follow clearly defined sequences
of instructions determined by what the user requests. In these conventionally programmed systems,
it is possible to predict what the user will want to do and program the instructions accordingly. Al
programs are somewhat different. Programs are still constructed by programmers, but the program
they implement must be able to execute in a way that is highly flexible. Consider the task faced by
a medical domain expert, a doctor. Often a patient presents a minor complaint that may easily be
treated by prescription. There is usually no single treatment for any one complaint. A patient may
not respond well to one form of medication or may suffer side-effects. Sometimes a doctor may
not be sure what is causing the symptoms but believes that the cause belongs to a certain class of
complaint that normally responds to a particular form of treatment. A doctor may decide that there
is value in carrying out tests to assist the diagnosis. He or she may decide that a patient needs to be
referred for more specialist consultation.

So what makes the programming of an artificial doctor different from, say, a program for fil-
ing and calculating your tax return? In many ways, the two domain tasks are similar. They both
require elicitation of data concerning an individual. The doctor needs to know about symptoms and
may perform tests to gather further data. The tax return program needs data concerning earnings,
personal circumstances, expenses, etc. Both the medical and tax domains require expert knowledge.
The doctor has gained a large amount of knowledge over many years of training. There are many
rules regarding tax and a tax expert has good knowledge of these rules. Both types of domain expert
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seek to derive information from data and knowledge. The doctor hopes to identify the cause of the
complaint and prescribe a treatment; the tax expert seeks to compute money owed to the tax office
or money to be refunded to the individual. The real differences between the two domains lies in the
amount of knowledge the expert requires, the type of data and number of exceptional circumstances,
the consequences of a mistake, and the complexity of decision making. Earnings when filing a tax
return are easily computed. The symptoms a patient suffers cannot always be so precisely described:
symptoms may vary in severity, symptoms may come and go, and aspects of the data may be
unknown (e.g. a negative test result might reduce the likelihood of some condition being present but
the test may not be conclusive). A mistake on a tax return can always be recovered, possibly in the
next tax year. A mistake in diagnosing a patient may not be so easily rectified. A doctor may need to
consider many decisions, like the need for additional tests, and the type of treatment, etc. The other
major difference between the tax domain problem and the medical one is that a doctor will use a
wide range of other information such as a patient’s history and information derived through their
own perceptions from vision, and listening. In summary, programming an artificial doctor cannot be
tackled using conventional techniques.

Back in the 1980s, there were suggestions for more sinister applications of expert systems.
Some people, for example, contemplated putting expert systems onboard missiles. The missile
would be given a specific target and, should the target not be found, the expert system could decide
if an alternative target existed or if the missile should return home to be recovered. At that time
this form of application was ambitious. For a start, the system would need to reliably recognize
legitimate targets, and this is no easy task. There is though a growing need for complex reasoning
on autonomous vehicles. There is currently much funding and development of unmanned aircraft.
These air vehicles have been used in recent conflicts for surveillance. Development is also under
way on unmanned air combat vehicles. Many believe that the new Joint Strike Fighter currently in
development will be the last manned combat aircraft to be produced on a large scale. There will be a
drive for autonomous reasoning so that an aircraft can respond quickly and appropriately to events.
Eventually, this reasoning will also extend to the aircraft’s health so that it can take appropriate
action should it develop a fault or suffer battle damage.

An application needs Al technology when there is no clear recipe of how to perform a task given
all the circumstances that might arise. If you can sit down and put together a list of instructions that
can state for a task, when X occurs do Y, then you may not need Al. Most technology applications
today get along without Al, but they desire it just like man desired speed and progressed from
horseback to mechanized transport. For example, today you do your banking by phone. You can
dial in, enter a pass code, find out your balance, and pay a bill. The more involved the transaction
is, the more awkward the interface becomes. You have to wait for a question to be asked, respond
by entering data through the keypad, and, if all is okay, you go to the next stage. No need for Al
here. But would you not prefer to do all this by speaking? It would certainly be quicker. The greater
challenge though is when you want to do a transaction or make an enquiry that is not on the menu.
You are then referred to a human operator. If you want a bank loan and the computer sees that all the
right boxes are ticked then the loan can be approved. The computer always has a default instruction,
‘any exceptional circumstances refer to bank’. The computer might have a rule that says, ‘you need
to have been in employment for at least 1 year’. If you are a talented young graduate 3 months
into a new job then surely the bank wants you as a customer? Of course it does, but you are still an
exception requiring human attention!

An Al application is in simple terms a system that possesses knowledge about an application
domain, takes in data from its environment, and reasons about these data to derive information.
This information is then used to make decisions and act. Often a human will make the decision and
perform the action but technology is developing so that more of this responsibility resides in the
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machine. Expert systems are good examples of what the essence of Al is, but an expert system is just
one example of Al being applied to real-world problems. Other applications require vision, speech
recognition, learning, mobility, etc. A specific expert system may also use these technologies.

1.3 What is Al?

Hopefully the preceding paragraphs have given some idea as to what Al is all about, but we have not
directly tackled the question of what Al is. There is no crisp definition of Al, and a number of people
have attempted to express what the aim of Al is. Marvin Minsky, the co-founder of the Al lab at the
Massachusetts Institute of Technology (MIT), gives one such view of Al:

Al is the science of making machines do things that would require intelligence if done by men.

The machine is usually a digital computer.

It is generally recognized that Al became established as a scientific discipline at a conference in
1956 when a small group of like-minded scientists gathered to discuss their work and ideas. The
fundamental underpinnings of the subject were to develop over the following years. It was John
McCarthy, one of the organizers of the conference, who labelled the new discipline ‘artificial intelli-
gence’. The central hypothesis of traditional Al, known as the physical symbol system hypothesis,
is that any facet of human intelligence can be understood and described precisely enough for a
machine to simulate it. The world is to be represented internally by the machine using symbolic
structures. Intelligence then emerges as a process of transforming these structures. Consider, for
example, language communication. We use symbols (words) to refer to objects in the world and
other aspects such as actions (e.g. running), time, emotion, and so on. A computer simulation of this
form of communication can be implemented in a way that is similar to having a computer read the
following mathematical expression and understand how to produce an answer:

[(x=2/y)+3]

A program would parse this expression to make sure that it can recognize it, and out of this parse it
might form a tree structure like the one shown in Figure 1.1. To give an answer, the program needs
to recognize a number and needs to know what to do with the mathematical operators /,+ and —.
These operators have meanings, and their meanings are the mathematical operations divide, add,
and subtract. The program can recognize these symbols and call functions that implement these
mathematical operators. The tree is scanned in a certain order to produce what is called Polish nota-
tion. Once this notation is derived, the calculation is simple: the expression is scanned from right to
left and when an operator is encountered it is applied to the two operands to its right. Many language
programs operate in a similar way by parsing sentences into tree structures. They then transform the
trees into other structures that can represent the meaning. For example, suppose we have a database
table with the following entry:

Relation Argument 1 Argument 2
own caroline mia

We could write a simple program that could answer:
What does Caroline own?

The program could parse the sentence into the following form:
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Long-term memory Working memory
1. IF clothes are wet clothes are dirty
AND  day is sunny 20 dirty items
day is sunny

THEN  dry clothes outside
step 1: match with rule 3

2. IF clothes are wet
AND  day is wet clothes are dirty
20 dirty items
THEN  dry clothes in dryer day is sunny
wash clothes
3. IF clothes are dirty
AND  more than 15 dirty items step 2: match with rule 4
THEN  wash clothes clothes are dirty
20 dirty items
4. IF wash clothes day is sunny
wash clothes
THEN  clothes wet wet clothes

step 3: match with rule 1

clothes are dirty
20 dirty items

day is sunny

wash clothes

wet clothes

dry clothes outside

Figure 1.2 Example working of a small production system. Data come into the working memory
and are matched against rules in the long-term memory. When a rule is fired, its conclusion is
added to the working memory and this newly derived information can lead to the firing of other
rules.

example, Figure 1.3 shows a semantic network for representing the concept arch. An arch consists
of three parts: a top and two sides. The sides, which must not be touching, support the top. If the
objects for the tops and sides are allowed to be of any type, the semantic network in Figure 1.3
provides a general description that can be used to recognize any arch. For example, the sides could
be cylindrical and the top could be a pitched roof.

The labelled links can be used to express various forms of relations. These could be structural,
such as is-part-of or x-contains-y, subtyping, as in ako (a kind of), similarity based, in which a nu-
meric weight indicates the strength of association between one object and another, or more complex,
e.g. hit, loves, and go. Another example of a semantic network is shown in Figure 1.4.

1.5.3 Frames and object-oriented concepts

Marvin Minsky proposed the concept of frames to represent stereotypical situations. You have,
for example, an expectation of what will be found in a kitchen, e.g. a cooker, storage cupboards, a
sink, and various forms of utensils. Events can also be described in terms of stereotypical situations.
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Arch

has part

has part has part

Top

supported by supported by

A

i does not touch n
Side1 | _ " | Side2
- does not touch

Figure 1.3 A semantic network for the concept arch (Winston, 1970).

Eating at a restaurant generally entails being seated, selecting from the menu, order taking, eating,
and paying the bill. Minsky proposed frames as structures that could be called up from memory
and adapted when a new situation is encountered. The frame would be adapted by changing certain
features, such as the colour of the walls in a kitchen or whether the floor is tiled or carpeted. A frame
could also have properties that must be present for the frame to be applicable to the situation. A
kitchen frame may insist on the presence of a sink and a cooking appliance. Frames could also be
linked together to organize knowledge and express relations.

The concept of frames can be found in the more general object-oriented programming paradigm
that is popular today. The terminology of frames is different from that of the object-oriented school,
and the motivation for frames is to perform inferencing, which is a specific type of computational
task that is not generally required in the wider field of object-oriented programming. Nonetheless,
we shall introduce a number of key object-oriented concepts as they support the structures and
mechanisms that are suggested by frames. Indeed, many Al systems are implemented using an
object-oriented language. The wider concepts of object-oriented techniques are also being utilized
in some advanced frameworks for inferencing, one example being an extension to structuring
probabilistic causal inferencing, which is introduced in Chapters 5 and 6.

An object can be used to denote anything we wish. It could be a concrete concept such as a
book or car, or something more abstract, e.g. shape. A class provides a framework for describing a
type of object. The class is the blueprint, much as a drawing is a blueprint for a house. An object is
an instantiation of a class. For instance, a book has features such as title, author, publication date,
and publisher. The class ‘book’ provides a generic description using features, but an instance is an
object that has values assigned to these features. Instead of the term ‘feature’, the word ‘property’
is used to denote an attribute of an object. Properties are pieces of information about an object, such
as colour, author, publisher, and number of pages. Methods describe behaviour in that they declare
what an object can do. For example, a book object might have a list of keywords that describe the
book’s content. The list of keywords is a property, but a method could be used to see if a particular
word exists in the list of keywords. A graphical object that is part of a user interface will have
methods such as draw, move, hide, and resize.
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Food
eats

Breathe

Animal

ako

olo

Figure 1.4 Semantic network showing some animal concepts and properties. This network is an
efficient way of memorizing data. For example, we do not need to store explicitly the knowledge
that a bird must breath. We can infer this fact because a bird is a kind of animal and animals
must breath.

There may be some confusion as to the granularity of an object. For example, this text is an
instance of the class ‘book’, but there are many instances that are all copies of this text. The im-
portant thing is that an object should be identifiable and so every object should have some property
that is unique. A library may contain many copies of the same book, but everyone can be uniquely
identified in terms of a number.

Objects can be linked (associated). One special type of association is inheritance. Class is
synonymous with type and inheritance is used to define type specialization. This text is of type
book, but a book is a subtype of a more general class called publication. All publications have a title,
publisher, and date. Journals, newspapers, and books are all subtypes of publication, and they differ
from each other in the way that they specialize publication. A book has a property that is a list of
chapters, whereas a journal will contain a list of papers. The publication class is said to be a parent
of book, journal, and newspaper. Also, book and journal can be referred to as child classes, or
derived classes, or specializations, or subtypes, or subclasses. Inheritance is a special form of as-
sociation because it usually has built-in support that allocates by default all properties and methods
found in a parent class to a derived class. For example, in Figure 1.4, bird is derived from animal
and so all birds have properties must-breath, eats-food, and has-skin. There are restrictions that can
be enforced to determine which properties and methods are inherited, but this is detail that need not
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concern us here. Any other form of association can be modelled. The links that form associations are
usually implemented by having a property in one object hold a reference to the associated object.

Another useful feature of objects is that they can be programmed to respond to events. Probably
the most commonly encountered event with computers is the press of a key when typing or the click
of a mouse button. An event will invoke a method that describes how the object should respond.
Clicking the mouse on part of a window might cause the window to close. When the water in a kettle
boils (an event), the kettle should switch itself off after a short delay.

A method can have different behaviour depending on the type of object being processed. The
method for drawing an object to the screen is dependent on the shape of the object. For instance, the
draw method for a circle-shaped object is different to that for a cube.

The object-oriented paradigm is excellent for modelling and implementing programs. There is
growing demand for software components that can be used in different applications. The component
may be a learning algorithm, a component for displaying graph structures and executing graphical
operations, or a component that filters emails and routes them to particular storage folders. The
object-oriented programming paradigm and component software techniques are of practical interest
to Al in that they are tools that assist in building large complex systems out of smaller parts.

There are many real-world examples that can be modelled using object-oriented techniques.
Consider simulating a lift system with two lift shafts. The objects are the two lifts, the people
using the lifts, the request service panels on each floor, and the control panels inside each lift. The
behaviour of each lift can be described using methods (e.g. move up, move down, and wait). The
behaviour can also be constrained in terms of control logic rules. For example, ‘if moving down and
a request for service to a lower floor is received after a request to move to a higher floor, continue
to move down’. Passenger requests issued in the lift or on the various service levels are events. A
request to go to a particular floor is an event that the lift must handle along with all other events.
Responding to events in strict order of receipt is not likely to be efficient, and so some careful
control logic is applied. A sophisticated simulation might get both lift objects communicating in an
attempt to optimize the service to customers. The simulation allows engineers to see how the lifts
respond to different scenarios of user demand.

1.5.4 Key features of a representation

Davis et al. (1993) state that a knowledge representation is best understood in terms of five distinct
roles that it plays:

1 A representation is a substitute. The substitute allows us to think rather than act. For instance,
we often play out scenarios in our own minds to reason about the consequences of our actions.
Planning an evening out requires substitutes for venues, transport, friends, likes and dislikes,
etc.

2 Arepresentation suggests in what way you should think about the world. For example, a pro-
cedural representation for instructions to change a car’s wheel would be written as a sequence
of instructions: apply handbrake, loosen nuts, jack car, and so on. Representing this type of
knowledge using objects does not appear so natural. On the other hand, modelling knowledge
concerning the components that make up a car engine might fit naturally with an object descrip-
tion. Some objects are composed of other objects and there exist objects of the same type, such
as hoses, pistons, etc.

3 Arepresentation is a fragmentary theory of intelligent reasoning. Representations are based on
theories about what reasoning is. Often these theories are incomplete or are generated by some
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small insight, for example observations of behaviour from psychological studies. Prolog is an
Al programming language that has a representation rooted in mathematical logic. Knowledge is
represented in Prolog using logical expressions and these expressions support reasoning, as we
shall see in later chapters. The rules in expert systems are inspired by psychological studies of
how domain experts reason. Connectionist networks are biologically inspired. Causal networks
use statistical reasoning. All of these representations present a view on what reasoning is and
how it is to be done. A connectionist view is that knowledge can be represented in the weighted
connections of nodes and that inference is basically achieved by pattern association.

4 A knowledge representation is a medium for efficient computation. A representation is useful
only if we can compute with it. Much research concerns the efficiency of the computation.
Often efficiency is judged in terms of space (memory requirements) and speed of inference. The
question of efficiency is very important for real-world applications.

5 A knowledge representation is a medium of human expression. A representation is a way for
us to impart knowledge to our machines. It is also a way for humans to exchange and share
knowledge with one another. Software engineers are familiar with this role for representation.
They will often use a modelling language to document the design of a program and to com-
municate ideas with other members of the team. They will judge a representation on how easy
it is to express things, how concise the representation is, and how readable it is to others.

Further reading

For a good overview of work in Al during the first 40 years see Grevier (1993). Grevier also
provides a good general and readable introduction to Al, as does Copeland (1993), albeit from a
more philosophical perspective. An interesting read on intelligence and a general discussion about
its computational modelling is provided in Davis (1998).

A general book on representation is Ringland and Duce (1988). Davis et al. (1993) explore in
depth the nature of representation. For specific discussions of various representation formalisms
see Collins and Quillian (1969) for semantic networks, Minsky (1975) for frames and Schank and
Abelson (1977) for scripts. An early example of learning semantic structures is Winston (1970).

A general read on some of the capabilities of connectionist architectures is Clark (1993). An
example of intelligent-type behaviour without explicit programming of knowledge is Brooks
(1991). Two examples of text processing without explicit knowledge of language are Elman (1990)
and Deerwester et al. (1990).




